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Executive Summary
In the framework of the MixedEmotions project, multi-modal emotion recognition has a
substantial role. Exploiting different modalities (audio, video, and text) will boost the performance
of an emotion recognition system. This deliverable (D4.7) focuses on describing the initial version
of adaptive multi-modal emotion recognition. It comprises the description of data, methods and
results for i) multi-modal (audio/visual/physiology based) emotion recognition and ii) multi-modal
(audio/video/text) sentiment recognition in videos with a speaker. Although the physiology
modality is not part of MixedEmotions, the applied methodologies could be transferred for the
considered modalities (e.g., text). The implementation of these methods on the MixedEmotions
platform as well as adaptive systems (to gender, age, language ...) will be considered in the next
deliverable (D4.8).

1

Introduction

Recently, multi-modal emotion recognition has been widely studied and applied into different
applications such as robotics [1], recommendation systems [2], etc. The benefit of the multimodality with respect to single-modality is the addition of useful information which could improve
the recognition accuracy. Various datasets are created and different approaches are performed in
the machine learning community to come up with robust solutions for the multi-modal emotion
recognition. For example RECOLA database [3] and AVEC (2011-14 [4],[5],[6],[7]) challenges
are some of the most recent efforts in preparing common setups for multi-modal emotion
processing.
In the following section, we briefly review the approaches for multi-modal emotion recognition.
Then, as the organizer of the AV+EC 2015 challenge (UP) and one of the participants (Phonexia),
we have evaluated our multi-modal (audio/video/physiology) emotion recognition approaches
using Long-Short-Term-Memory Artificial Neural Networks as the challenge baseline (Section 3)
and regression models (Section 0). In Section 5, we report preliminary results for feature and
classifier fusion techniques using a database with the three modalities (audio/video/text). Finally,
in Section 6 we provide conclusion, future work and notes on the integration of methods in
MixedEmotions platform.
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2

Overview of adaptive multi-modal emotion recognition

There exists plethora of studies for multi-modal emotion recognition. The modalities comprise
audio, video, transcription, and/or physiology signals (Skin conductivity, heart-rate …). In
general, there exist four strategies to fuse data from different sources (Figure 3-1). In an
ordinary case (Figure 3-1a), all features from different sources are concatenated. This approach
has been used widely for multi-modal emotion recognition (e.g., [8]) and also we applied it in
Section 5. Data fusion techniques (Figure 3-1b) are used to enhance the features of different
sources by incorporating their dependency. For example Kim et al. used Deep Belief Network
(DBN) to generate new features from audio and video [9]. The boosting approach (Figure 3-1c)
is used to improve the performance over misclassified data. We have used AdaBoost for the
detection of violence in the movies (D4.5) [10]. Finally, classifier fusion (or decision fusion) is
another popular approach once the sources are from different modalities (e.g., [11]). We have
used this latter approach for emotion recognition from audio, video and physiology (Sections 3,
0, 5) [12].

Figure 2-1) Different strategies of combining multiple sources for classification. a) Ordinary case, b)
sensor/data fusion, c) boosting, d) classifier fusion. Each Si could be either a sensor reading or a feature set.Ci is the ith
classifier.
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Some of the most recent studies on multimodal emotion recognition are listed in the Table 2-1.
In general, performance increase has been obtained by using various modalities and either by
feature-level fusion or by fusion-level fusion. The closest research on multi-modal emotion
recognition for the MixedEmotions has been done by Poria et al [13]. They used YouTube dataset
in which 48 persons talk freely and the transcript is available and they extracted facial features
(e.g., distance between top of the mouth and bottom of the mouth) and 6373 audio features
using openEAR [14]. They also created a model for sentiment analysis based on SenticNet [15]
and EmoSenticNet [16] and evaluated Support Vector Machine (SVM), Extreme Learning
Machines (ELM) and Artificial Neural Networks (ANN) for classification as well as both featurelevel and decision-level fusion. Finally, they found feature-level fusion with ELM is outperforming
the other techniques. We have used this database for our analysis in Section 5 and we found
similar behaviour in the results. Nevertheless, the choice of the fusion type (feature-level or
decision-level) depends on factors such as data type and distribution, classifier type, accuracy
and diversity of classifiers. Therefore, there is not a universal solution for fusion and always data-

Table 2-1) Some recent research studies towards multimodal emotion recognition. FIS: Fuzzy Inference
System, SVM: Support Vector Machine, SVR: Support Vector Regression, HMM: Hidden Markov Model,
EVD: Eigen Value Decomposition, PLS: Partial Least Square, DBLSTM: Deep Bi-directional Long-Short-

Video

Text

Savran et al. [57]

AVEC12 [5]

X

X

X

Nicolle et al. [58]

AVEC12

X

X

Soladie et al. [59]

AVEC12

X

X

Ozkan et al. [60]

AVEC12

X

X

Kächele et al. [8]

AVEC14 [7]

X

X

Liu et al. [61]

Emotiw15 [62]

X

X

He et al. [63]

AVEC15 [64]

X

X

Jin et al. [65]

IEMOCAP [66]

X

Kim et al. [67]

IEMOCAP

X

Weilin & Fan [68]

Self-made

X

Poria et al. [13]

Youtube [55]

X

Paper

Classification

Fusion

Auto regression

Particle filtering

Kernel regression

Linear regression
FIS

HMM

HMM

SVR, EVD

Feature level

PLS

weighting

DBLSTM

DBLSTM

SVM

Weighting

SVM

Mixture Model

X

SVM, ANN, Naive

weighting

X

ELM, SVM, ANN

Feature/Fusion level

X

X
X

X

X

Physiology

Dataset

Audio

Term Memory Recurrent Neural Network, ELM: Extreme Learning Machine, ANN: Artificial Neural Network
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driven approaches are performed to validate the process.
In the MixedEmotions project, ‘Adaptivity’ can be seen through two views; one is the ability to
adapt to the speaker, and the second is to adapt to the non-stationary condition. In the former
case, different models can be learned based on the personality of the speaker (e. g., High/Low
Extraversion), age, gender or even speaker herself [17] and select the corresponding model. The
latter case considers the reliability of the channels. In multimodal decision fusion approach, at
some point, one of the modalities may not be reliable and should have less weight in the final
decision. The lack of reliability could be due to the increase in the audio background noise, the
disappearance of person in the video, or the vague words in textual contents. The most common
adaptation approach in emotion recognition is adaptation to speaker and age. Adaptation in the
MixedEmotions project will be discussed in the next deliverable.

3

Multi-modal emotion recognition from audio and video

In this section, we describe our approach for multimodal emotion recognition based on BLSTM.
We have used AV+EC 2015 challenge dataset which uses part of the RECOLA dataset [3]. It
comprises audio, video and physiology data. One of the reasons that motivated us to use this
database is the inclusion of another modality (physiology) besides audio and video. The
developed classification and fusion methodologies can be transferred to the MixedEmotions
platform and be used for the ‘text’ modality.
Emotion will have to be recognised in terms of continuous time and continuous valued
dimensional affect in two dimensions: arousal and valence. The baseline approach is the average
performance over arousal and valence from the best approach, which corresponds here to the
inclusion of all modalities. As evaluation measure, we chose the Concordance Correlation
Coefficient (CCC) [18], which combines the Pearson’s correlation coefficient (CC) with the square
difference between the mean of the two compared time series:
𝜌! =

!!!! !!
! !! ! !(! !! )!
!!
!
!
!

(1)

where is the Pearson correlation coefficient between two time series (e.g., prediction and gold
standard), 𝛿!! and 𝛿!! the variance of each time series, and 𝜇! and 𝜇! the mean value of each.
Therefore, predictions that are well correlated with the gold standard but shifted in value are
penalised in proportion to the deviation.
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This section is organised as follow: we next introduce the corpus and labels (Sec. 3.1), then
audio, visual and physiological baseline features (Sec. 3.2), and baseline results (Sec. 3.3),
before concluding (Sec 3.4).

3.1

RECOLA database

The RECOLA database [3] was recorded to study socio-affective behaviours from multimodal data
in the context of remote collaborative work, for the development of computer-mediated
communication

tools

[19].

It

is

freely

available

for

scientific

purposes

from:

https://diuf.unifr.ch/diva/recola/.
Spontaneous and naturalistic interactions were collected during the resolution of a collaborative
task that was performed in dyads and remotely through video conference. Multimodal signals,
i.e.,

audio,

video,

electro-cardiogram

(ECG)

and

electro-dermal

activity

(EDA),

were

synchronously recorded from 27 French-speaking subjects. Even though all subjects speak
French fluently, they have different nationalities (i.e., French, Italian or German), which thus
provide some diversity in the encoding of affect.
Regarding the annotation of the dataset, time-continuous ratings (40 ms binned frames) of
emotional arousal and valence were performed by six gender-balanced French-speaking
assistants for the first five minutes of all recordings, because participants discussed more about
their strategy – hence showing emotions – at the beginning of their interaction.
To assess inter-rater reliability, we computed the intra-class correlation coefficient (ICC(3,1)) [20]
and the Cronbach’s [21]; ratings are concatenated over all subjects. Additionally, we computed
the root-mean-square error (RMSE), the Pearson’s CC and the CCC [18]; values are averaged
over the C26 pairs of raters. Results indicate a very strong inter-rater reliability for both arousal
Table 3-1) Inter-rater reliability on arousal and valence for the 6 raters and the 27 subjects of the
RECOLA database; raw or normalised ratings [23].

RMSE

CC

CCC

ICC

Arousal

.775

Valence

.811

Arousal

.827

Valence

.844
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and valence, cf. Table 3-1. A normalisation technique based on the Evaluator Weighted Estimator
[22] and introduced in [23] is used prior to the computation of the gold standard, i.e., the
average of all ratings for each subject. This technique has significantly (p < 0:001 for CC)
improved the inter-rater reliability for both arousal and valence, with a stronger improvement on
the former dimension; CCC has been improved by 56%. The Fisher Z-transform is used to perform statistical comparisons between CC in this study.
Finally, the dataset was divided into speaker disjoint subsets for training, development
(validation) and testing, by stratifying (balancing) on gender and mother tongue, cf. Table 3-2.

3.2

Baseline features

In the followings we describe how the baseline feature sets are computed for audio, video and
physiological data.

3.2.1 Audio Features

Table 3-2) Partitioning of the RECOLA database into train, dev(elopment), and test sets.
#

Train

dev

test

female

6

5

5

male

3

4

4

French

6

7

7

Italian

2

1

2

German

1

1

0

21.2 (1.9)

21.8 (2.5)

21.2 (1.9)

age µ (𝜎)
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In contrast to large scale feature sets, which have been success-fully applied to many speech
classification tasks [23], [24] smaller, expert-knowledge based feature sets have also shown high
robust-ness for the modelling of emotion from speech [25], [26]. Some recommendations for the
definition of a minimalistic acoustic standard parameter set have been recently investigated, and
have led to the Geneva Minimalistic Acoustic Parameter Set (GeMAPS) and to an extended
version (eGeMAPS) [27], which is used here as base-line. The acoustic low-level descriptors
(LLD) cover spectral, cepstral, prosodic and voice quality information and are extracted with the
openSMILE toolkit [28], cf. Table 3-3.
As the data in the Challenge contains long continuous recordings, we used overlapping short
fixed length segments (3 s), which are shifted forward at a rate of 40 ms, to extract functionals;
the arithmetic mean and the coefficient of variation are computed on all 42 LLD. To pitch and
loudness the following functionals are additionally applied: percentiles 20, 50 and 80, the range
of percentiles 20 – 80 and the mean and standard deviation of the slope of rising/falling signal
parts. Functionals applied to the pitch, jitter, shimmer, and all formant related LLDs, are applied
to voiced regions only. Additionally, the average RMS energy is computed and 6 temporal
features are included: the rate of loudness peaks per second, mean length and standard
deviation of continuous voiced and unvoiced segments and the rate of voiced segments per

Table 3-3) 42 acoustic low-level descriptors (LLD);

1

computed on voiced and unvoiced frames,

2

respectrively; computed on voiced, unvoiced and all frames, respectively.
1 energy related LLD

Group

Sum of auditory spectrum (loudness)

Prosodic

25 spectral LLD

Group

𝛼 ratio (50-1000 Hz / 1-5 kHz)1

Spectral
1

Energy slope (0-500Hz, 0.5-1.5 kHz)
1

Hammarberg index
MFCC 1-4

2

Spectral flux

Spectral
Spectral
Cepstral

2

Spectral

16 voicing related LLD

Group

F0 (linear & semi-tone)

Prosodic

Formants 1, 2, 3 (freq., bandwidth, ampl.)

Voice quality

Harmonic difference H1-H2, H1-A3

Voice quality

Log. HNR, jitter (local), shimmer (local)

Voice quality
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second, approximating the pseudo syllable rate. Overall, the acoustic baseline features set
contains 102 features.

3.2.2 Video Features
Facial expressions play an important role in the communication of emotion [29]. They are usually
quantified by two types of facial descriptors: appearance and geometric based [30]. For the video
baseline features set, we computed both, using Local Gabor Bi-nary Patterns from Three
Orthogonal Planes (LGBP-TOP) [31] for appearance and facial landmarks [32] for geometric.
The LGBP-TOP are computed by splitting the video into spatio-temporal video volumes. Each slice
of the video volume extracted along 3 orthogonal planes (x-y, x-t and y-t) is first convolved with
a bank of 2D Gabor filters. The resulting Gabor pictures in the direction of x-y plane are divided
into 4x4 blocks. In the x-t and y-t directions they are divided into 4x1 blocks. The LBP operator is
then applied to each of these resulting blocks followed by the con-catenation of the resulting LBP
histograms from all the blocks. A feature reduction is then performed by applying a Principal
Component Analysis (PCA) from a low-rank (up to rank 500) approximation [33]. We obtained 84
features representing 98 % of the variance.
In order to extract geometric features, we tracked 49 facial landmarks with the Supervised
Descent Method (SDM) [32] and aligned them with a mean shape from stable points (located on
the eye corners and on the nose region). As features, we computed the difference between the
coordinates of the aligned landmarks and those from the mean shape, and also between the
aligned landmark locations in the previous and the current frame; this procedure provided 196
features in total. We then split the facial landmarks into groups according to three different
regions: i) the left eye and left eyebrow, ii) the right eye and right eyebrow and iii) the mouth.
For each of these groups, the Euclidean distances (L2-norm) and the angles (in radians) between
the points are computed, providing 71 features. We also computed the Euclidean distance
between the median of the stable landmarks and each aligned landmark in a video frame. In
total the geometric set includes 316 features.
Both appearance and geometric feature sets are interpolated by a piecewise cubic Hermite
polynomial to cope with dropped frames.

3.2.3 Physiological Features
Physiological signals are strongly correlated with emotion [34], [35], despite not being directly
perceptible the way audio-visual are. Although there are some controversies about peripheral
D4.7 Adaptive Multilingual, Multimodal Fusion for Emotion Recognition
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physiology and emotion [36], [37], we believe that autonomic measures must be considered
along with audio-visual data in the realm of affective computing, as they do not only provide
complementary descriptions of affect but can also be easily and continuously monitored with
wearable sensors [38], [39], [40].
As baseline features, we extracted features from both ECG and EDA signals with overlapping
(step of 40 ms) windows of 4 s length [23]. From the ECG signal, we extracted 28 features: the
heart rate (HR) and its measure of variability (HRV), the zero-crossing rate, the 4 first statistical
moments, the normalised length density, the non-stationary index, the spectral entropy, slope,
mean frequency plus 12 spectral coefficients, the power of HR in low frequency (LF, 0.04-0.15
Hz), high frequency (HF, 0.15-0.4 Hz) and the LF/HF power ratio; the first order derivate is
additionally computed on all excepted HR and HRV, which provided 54 features in total.
EDA reflects a rapid, transient response called skin conductance response (SCR), as well as a
slower, basal drift called skin conductance level (SCL) [41]. Both, SCL (0–0.5 Hz) and SCR (0.5–1
Hz) are estimated using a 3rd order Butterworth filter, 30 features are then computed: the
temporal slope of EDA (first coefficient of a first order regression polynomial), the spectral
entropy and mean frequency of SCR, the non-stationary index, the normalised length density, the
4 first statistical moments, the mean value of the first order derivate and the proportion and
mean of its negative part for EDA, SCL and SCR. The first order derivate is additionally computed
for all, providing 60 features in total.

3.3

Challenge baseline

All the five feature sets, i.e., audio, video (appearance and geo-metric), ECG and EDA are
normalised per recording (i.e., subject) using a z-score and processed separately. For unimodal
emotion recognition, we used a hybrid decision-fusion based on Support Vector Regression (SVR)
and Neural Networks (NN).
For SVR, we used a linear kernel and trained a model with one frame out of every twenty to
reduce the computation time. The training was performed with the Sequential Minimum
Optimisation algorithm implemented in Weka [42]; the complexity parameter C was optimised on
the development set with values in [10!! − 10! ].
For NN, we exploited all frames to train three types of architecture with the CURRENNT toolkit
[43] and by applying the same setup as in [23]: i) feed-forward (FF, no contextual information),
ii) long short-term memory (LSTM, inclusion of past information) and iii) bilateral long short-term
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memory (BLSTM, inclusion of past and future information). The best architecture of NN is kept
according to the performance obtained on the development partition.
As the predictions made with either SVR or NN are partially noisy, we applied a median-filtering
with the window size optimised on the development partition and values in [0.2 - 20] s.
Fusion of SVR and NN predictions obtained on a given modality is performed by a linear
regression model:
𝑃𝑟𝑒𝑑!"#!!! = 𝛼 ∗ 𝑃𝑟𝑒𝑑!"# + 𝛽 ∗ 𝑃𝑟𝑒𝑑!! + 𝜖!

(2)

where 𝑃𝑟𝑒𝑑!"# and 𝑃𝑟𝑒𝑑!! are the predictions provided by SVR and NN for a given modality,
respectively, 𝛼, 𝛽 and 𝜖! are regression coefficients estimated on the development partition by
minimising the squared error, and 𝑃𝑟𝑒𝑑!"#!!! is the fused pre-diction.
In order to ensure good generalisation abilities of the fusion of the two predictors (i.e., SVR and
NN), we empirically defined a threshold on the relative improvement to consider the fusion as
relevant: if a relative improvement of more than 10 % is obtained with the fusion of the two
predictors on the development partition – in comparison with the performance obtained by the
best predictor (i.e., either SVR or NN) – the fusion of SVR and NN predictions is performed on the
test partition; the best predictor is kept other-wise and used on the test partition.
Multimodal fusion of the five modalities, i.e., audio, video (appearance and geometric), ECG and
EDA, is then performed with another linear regression model:
𝑃𝑟𝑒𝑑!"#$% = 𝜖! +

!
!!! 𝛾!

∗ 𝑃𝑟𝑒𝑑! (𝑖)

(3)

where 𝑃𝑟𝑒𝑑! (𝑖) is the unimodal prediction of the modality i from the N available ones – obtained
either by the fusion of SVR and NN predictions or by the best of the two predictors, i and m are
regression coefficients estimated on the development partition, and 𝑃𝑟𝑒𝑑!"#$% is the fused
prediction.
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Results obtained on each of the five feature sets are depicted in Table 3-4. Fusion of SVR and NN
predictions shows that those two predictors are complementary for half of the cases; SVR
performs best on the appearance features for arousal and on the audio features for valence,
whereas NN performs best on EDA for arousal and on both appearance and geometric features
for valence.
Acoustic features perform significantly better than all other modalities on arousal (p < 0:05),
despite the performance being much lower than the one reported in [23], because of the
important reduction of the feature space we performed in this study (only 102 features are used
here in total). Facial descriptors, i.e., both appearance and geometric features, perform
significantly better on valence (p < 0:01), which is consistent with many other studies, e.g., [23],
[24]. Further, geometric features provide the best overall performance on the prediction of
valence, as it has also been shown for the prediction of facial expressions as well as for the
estimation of their intensity [30]. Another remarkable result is that the physiological signals are
also well ranked in terms of performance for emotion prediction: ECG performs second best on
arousal and EDA second best for valence by considering appearance and geometric features as a
single modality. Autonomic measures have therefore a strong potential to provide complementary
descriptions of affective behaviours in comparison to those obtained from audio-visual data.
The best type of NN architecture, i.e., the type of contextual information, seems to depend on
Table 3-4) Results on the development (D) and test (T) partitions with decision-fusion of SVR and NN from audio,
video (appearance and geometric), ECG and EDA feature sets. Performance obtained with each predictor is also
provided for the CCC metric and the best NN is given in parentheses; F: Feed-Forward, L: LSTM, B: BLSTM
Arousal

Valence

Modality

CCC

CCCNN

D-Audio

.287

.214 (B)

.058 (F)

D-Video-appearance

.079 (L)

.273 (L)

D-Video-geometric

.178 (L)

D-ECG

.218 (B)

.153 (B)

D-EDA

.078 (F)

.166 (F)

.139 (B)

.035 (F)

T-Video-appearance

.017 (L)

.234 (L)

T-Video-geometric

.149 (L)

T-ECG

.161 (B)

.121 (B)

T-EDA

.079 (F)

.156 (F)

T-Audio

.228

RMSE

D4.7 Adaptive Multilingual, Multimodal Fusion for Emotion Recognition
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CCC

.325

.292

CCCNN

.325 (L)

.292 (L)
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the modality: FF provides best performance for EDA, LSTM for facial descriptors and BLSTM for
ECG; results are more contrasted for audio data. These results suggest that the most relevant
features for EDA might be carried by the SCL, which presents such slow variations over time that
they cannot be successfully modelled by the memory units used in (B) LSTM. Whereas the body
response in terms of heart rate can vary rapidly over time and occur either before (e.g., by
anticipation of the stimuli) or after (e.g., by reaction to a stimuli) the expressed emotion; it is
thus better modelled with BLSTM. Regarding facial expressions, the appraisal theory suggests
that emotion should be seen first in the face [44], which might explain the preference for LSTM.
Multimodal baseline results are given in Table 3-5. The improvement of the performance over the
best unimodal prediction is very high (p < 0:001), which thus show the relevance of using multimodal information for the time-continuous prediction of emotion in terms of arousal and valence.
In order to depict the contribution of each modality in the prediction of emotion, we normalised
the linear regression coefficients that were learned for the multimodal fusion model into a
percentage:
𝐶! = 100 ∗

|!! |
! |! |
!!! !

(4)

where 𝐶! is the contribution of the modality i in percentage, and 𝛾! are the regression coefficients
of the multimodal fusion model.
Results show that even if the unimodal performance can be low for a given modality and
emotion, e.g., EDA for arousal or audio for valence, cf. Table 3-4, all modalities contribute, at a
certain extent, to the prediction of arousal and valence when taken altogether, cf. Figure 3-1.
Overall, facial geometric and ECG based features are the most contributive in the multimodal
fusion model for both arousal and valence.

Table 3-5) Multimodal baseline results on the development and test partitions with decision-fusion.

Arousal
RMSE

Valence
CC

CCC

Dev.

.559

Test.

.354

RMSE

CC

CCC

.476

.548

.461

.444

.490

.382
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Figure 3-1) Percentage of contribution of each modality in the prediction of emotion; values are derived
from the multimodal fusion model; V-APP: video appearance; V-GEO: video geometric; ECG:
electrocardiogram; EDA: electrodermal activity.

3.4

Discussion

This section described AV+EC 2015’s challenge data, baseline features and results. By intention,
we used open-source softwares for both features extraction and machine learning algorithms. We
also opted for the highest possible transparency and realism for the baselines by refraining from
feature space optimisation and optimising on test data. By using hybrid predictors (SVR and NN)
combined with a decision-level fusion of five multimodal feature sets (audio, facial appearance,
facial geometry, ECG and EDA), we showed that multimodality is a key to achieve high
performance in the prediction of emotional arousal and valence from spontaneous recordings, as
all modalities contribute to the prediction of emotion. Further, we also showed that physiological
signals are complementary to audio-visual data for the description of affective behaviours, which
thus confirm their strong potential for affective computing.
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4

Investigation of bottle-neck features for emotion recognition

This section describes a complete system for emotion recognition by BUT and PX which was
submitted to the AV+EC2015 emotion recognition Challenge. It makes use of the following three
modalities (audio, video, and physiological data). The focus of this work was however on bottleneck features used to complement the audio features. For the recognition of arousal, we
improved the results of the delivered audio features and combined them favourably with bottleneck features. For valence, the best results were obtained with video, but a two-output bottleneck structure is not far behind, which is especially appealing for applications where only audio is
available.

4.1

Introduction

The data comes with three sets of features for audio, video and physiological signals. While the
latter two were used as-is (the work concentrated on their post-processing, regressor training
and fusion), in audio, we have complemented the provided material by Bottle-neck (BN) features
generated from a narrow hidden layer of a Neural Network trained toward phonetic targets. BN
features were designed for automatic speech recognition [45] and have since been included into
most of top-performing ASR systems including their multi-lingual variants [46].
Recently, BN features (and more general feature extraction schemes based on DNNs) were found
very effective in other areas of speech processing, such as language identification [47], [48] and
speaker identification [49], [50]. Due to their ability to suppress nuisance variability in the speech
data, we consider them a promising candidate also for emotion recognition, especially for the
AV+EC challenge where only very limited amount of labeled data (only 27 speakers) is available.
The rest of this paper provides a description of experiments leading to our submission for the
AV+EC challenge and concentrates on BN features used for the audio modality.

4.2

Features

We have used the data provided with the AV+EC challenge. The full description is in Section 3.1.
In addition to the baseline features (Section 3.2), we extracted Stacked Bottle-Neck features
(outperforming standard Bottle-Neck features [45]). The architecture for those feature extraction
consists of two NNs. The output of the first network is stacked in time, defining contextdependent input features for the second NN, hence the term Stacked Bottleneck Features [47].
The NN input features are 24 log Mel Filter band energies concatenated with fundamental
frequency (F0) features produced by four different estimators: BUT F0 detector produces 2
D4.7 Adaptive Multilingual, Multimodal Fusion for Emotion Recognition
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coefficients (F0 and probability of voicing), Snack F0 gives just a single F0 and Kaldi F0 estimator
outputs 3 coefficients (Normalized F0 across sliding window, probability of voicing and delta).
Fundamental frequency variation (FFV) estimator [51] produces a 7-dimensional vector.
Therefore, the whole feature vector has 24+2+1+3+7=37 coefficients [52].
The conversation-side based mean subtraction is applied on the whole feature vector. 11 frames
of log filter bank outputs and fundamental frequency features are stacked together. Hamming
window followed by DCT consisting of 0

th to 5th base are applied on the time trajectory of each

parameter resulting in (24+13)×6=222 coefficients on the first-stage NN input [47].
The first-stage NN has four hidden layers with 1500 units each except BN layer. BN layer’s size is
80 neurons and it is third hidden layer. Its outputs are stacked over 21 frames and downsampled (every 5th is taken) and enters into the second-stage NN with the same structure as the
first-stage NN. The outputs from 80 neurons in BN layer are the final BN features for the
recognition system [52].
For training the neural networks, the IARPA Babel Program data

1

were used. We used 11

languages to train our multilingual SBN feature extractor: Cantonese, Pashto, Turkish, Tagalog,
Vietnamese, Assamese, Bengali, Haitian, Lao, Tamil, Zulu. Details about the characteristics of the
languages can be found in [53]. The training speech was force-aligned using our BABEL ASR
system [54].

4.3

Systems and experiments

The general scheme of our system is shown in Figure 4-1. The following subsections deal with
individual building blocks and results of experiments therewith in detail. The regressor producing
arousal and/or valence values is a simple linear one, except for indicated cases, where a neural

Figure 4-1) Emotion recognition system scheme

1

Collected by Appen, http://www.appenbutlerhill.com
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network was used.
First, a number of single systems were built: for each feature set (5 supplied ones + bottlenecks)
and each dimension of emotion (arousal vs. valence), making up to 12 systems in total. Each of
them was studied for optimum pre-processing, regressor training and post-processing.

4.3.1 Pre-processing
The data-set from RECOLA includes 27 records from 27 different subjects. To prepare the data
for following regression, the whole set was globally mean- and variance-normalized.
We tried to use Voice Activity Detection (VAD) on training data: frames with silence were
dropped and the system was trained only on the rest. However, in video, there is always an
indication of emotion even if for silence, therefore, we test on whole test recordings without
silence removal. It is also necessary to note that the recordings are dialogues and the emotion of
the observed person could confused by speech of the second person whose emotions we do not
want to recognize. For these two reasons, the VAD does not help to improve our results and was
not used in our final systems.
Principal Component Analysis (PCA) was tested for dimensionality reduction. It brings good
results in experiments with supplied audio features for arousal. Reduction from baseline
dimensionality of 102 to 13 dimensions performed the best. On contrary, no or only very little
reduction helps for both video features, which are used mainly for valence.
In our experiments, we train regression models for valence and arousal values for each frame
(every 40 ms). In many other classification and recognition tasks, we have seen the need of
adding larger temporal context to make a good prediction. The results with changing context size
are shown in Figure 4-2.
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Figure 4-2) Dependency of CCC on the number of

Figure 4-3) Influence of the length of median filter

stacked frames.

applied after the regression.

The context of 141 stacked frames (70 to the left of the current frame and 70 to the right) was
found optimal for arousal. Shorter context is necessary for valence.
A further dimensionality reduction can follow stacking of context frames. A standard technique is
to project temporal trajectories of features to discrete cosine transform (DCT) bases. We
observed, that for systems using bottleneck features, it is beneficial to perform DCT reduction to
the first 7 coefficients for arousal and first 30 coefficients for valence. For recognition of valence
from video appearance features, 3 first DCT coefficients were found optimal on down-sampled
feature trajectories (only every second frame was retained). For all DCT projections, Hamming
windowing of the trajectories was applied first.

4.3.2 Regression model and its training
Linear regression is used on all single systems for arousal and all single systems for valence
except for processing video geometric features, where neural network with one hidden layer is
used (topology: 948-474-3). The regression can be trained in different ways, as six different
labels from 6 different raters plus another label as the gold standard (normalized and averaged
as described in [12]) are available. After experimenting, we found that for training arousal
recognizer, data from raters one and three are the best. For valence we choose raters one, two
and three. Our single systems produce estimates of two values of arousal, and three values for
valence (trained to match the best raters). A weighted average of these is then taken to produce
one single value for arousal and one for valence. The weights were determined experimentally.
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4.3.3 Post-processing
The outputs from our initial regression models seemed very noisy with respect to the reference.
Median filter was used for smoothing and its optimum length was investigated, see Figure 4-3.
For arousal, a longer filter than for valence is needed.

4.3.4 Results and comments
The final results of all investigated systems are summarized in Table 4-1 along with baselines. It
is evident that in most cases, our results are better. They confirm what we expected - recognition
of arousal is better from audio while for valence, video features perform better. Linear regression
was used in all cases except system processing video geometric features. We trained the neural
network with one hidden layer with topology 948-474-3 in this case.
The major improvements were obtained by
• using context as long as 6 seconds (141×40 ms), especially helping on audio features for
arousal.
• applying the median filter on the output
• training on the data from the most precise raters.

4.3.5 Bottle-neck system investigation
Inspired by the positive results of BN features on emotion recognition from audio, we created
another system using only bottleneck features for simultaneous recognition of both arousal and
Table 4-1) Comparison of single systems of different modalities, AV+EC 2015 baseline results are in
brackets. *Numeric error prevented us from finishing this evaluation, full results will be reported in the final
paper.

Development
CCC

Test

Arousal

Valence

Arousal

Valence

0.704 (0.287)

0.190 (0.069)

0.595 (0.228)

0.160 (0.068)

Video geometric

0.054 (0.231)

0.403 (0.325)

0.151 (0.162)

0.302 (0.292)

Video appearance

0.126 (0.103)

0.346 (0.273)

0.110 (0.114)

0.334 (0.234)

ECG

0.305 (0.275)

0.231 (0.183)

-* (0.192)

-* (0.139)

EDA

0.117 (0.078)

0.235 (0.204)

0.118 (0.079)

0.226 (0.195)

0.625

0.344

0.525

0.176

Audio

Bottlenecks
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Table 4-2) Comparison of single- and multi-task systems based on bottle-neck features

Development
CCC

Test

Arousal

Valence

Arousal

Valence

Single task*

0.625

0.344

0.525

0.176

Single task**

0.390

0.343

0.296

0.174

Multi task

0.699

0.376

0.596

0.293

valence (multi task). In this system, long (up to 7s) but the downsampled context is used (only
every 4th frame was taken), then DCT is applied and only 20 first coefficients are retained. This
system is also based on a simple linear regression. As post-processing, median filter almost 5s
long is used. The results in Table 4-2 indicate that multi-task training is more efficient than
having two single-task systems.
As the performance of the multi-task trained BN system is closely behind the performance of
both video systems for valence, we have experimented with replacing the results of video

Figure 4-4) Improving video system predictions by BN audio system on a recording with >40% frames
with unrecognized faces.
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Table 4-3) Parameters of the best single systems used for final fusion.
Arousal

Valence

Audio

Bottlenecks

Video geometric

Video appearance

1+3

1+3

1+2+3

1+2+3

from 102 to 13

not reduced (80)

not reduced (316)

from 84 to 70

Length of context

141

161

3

30

Size of median filter

121

121

61

35

DCT coefficients

20

7

no reduction

3

-

-

-

2

Raters
PCA

Downsampling

systems for frames with missing faces. Figure 4-4 shows the results for valence with BN system
“correcting” the video one for empty frames. Although this approach produced better results for
the recording with many missing video frames, globally, it did not lead to an improvement in
CCC, therefore, it was not used in our final fusion.
Table 4-4) Fusion system, AV+EC 2015 baseline results are in brackets

CCC
Development
Test

4.4

Arousal

Valence

0.772 (0.476)

0.518 (0.461)

0.660 (0.444)

0.504 (0.382)

Fusion

Tuning and optimization of all individual systems was performed, as described in section 4.3.2.
Because of different sets of features and also different dimensions of emotion, we ended up with
systems different in the pre-processing, training and post-processing.
For fusion, we chose the two best single systems on arousal and valence separately. The real
outputs (not weighted averages) from those best single systems were inputs for the fusion:
• for arousal, we fused systems using audio features and bottlenecks. The fusion was a linear
regression.
• for valence, both video system outputs were used. The fusion was done on feature level with
a neural network with one hidden layer (topology: 486-243-1).
The parameters systems selected for the final fusion can be found in Table 4-3 and the final
fusion results in Table 4-4. In all cases, comparison to baselines is quite favourable.
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4.5

Discussion

While the whole AV+EC evaluation was of interest for us, our focus was on the audio, as this is
the main modality we are working with — most of our work is done in cooperation with contact
centres that have no access to video or physiological data. Arousal is well recognizable from
audio feature sets provided with AV+EC 2015 baselines and we have improved the results by
working on the context, regressor training and post-processing. The AV+EC features also
combine favourably with the newly introduced bottle-neck features. For valence, the best
evaluation results were obtained with video features, but the two-output bottle-neck structure is
not far behind. We have also confirmed that simple regressors (linear or NN) can be used for the
emotion prediction task.

5

Sentiment analysis from fusion of audio, video and text

In this section we provide preliminary results of the fusion of the three modalities for affect
recognition. For the analysis we used YouTube Opinion Database [55] in which the three
modalities are available. We compared recognition performance between using single modality,
feature fusion, and classifier fusion. We found significant improvement while fusing the three
modalities at the feature level.
In the next section we describe the database. Then, we explain feature extraction and
classification methods in section 5.2. Finally, the results are provided in section 5.3.

5.1

YouTube Opinion Database

The database contains 48 YouTube videos, in which a person is talking freely in front of camera.
The videos are selected randomly based on some specific keywords such as ‘product review’ and
‘war’. The speakers are 20 males and 28 females with the age between 14 to 60 years. The
videos are in .mp4 format with the size of 360*480. The length of each video varies between 2 to
5 minutes.
All utterances were manually segmented. Therefore, 278 clips were extracted. Three annotators
judged on the sentiment of each clip and they rate it as -1 (negative), 0 (neutral) and 1
(positive). Since we will have a two-class classifier, we remove the clips where all the three
judges voted as 0. The number of remaining clips is 176.
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5.2

Feature extraction, classification and fusion

Speech: Although the dataset contains audio and video features, we extracted a new set of
features for audio. We used OpenSMILE to extract 6373 features for each clip. The features set is
based on InterSpeech 2011 Speaker Trait Challenge [56].
Video: We used video features which are provided in the YouTube Opinion database. It contains
134 OKAO features denoting face, eye, lips position as well as eye openness, smile level and face
and gaze directions. Additionally, 133 CLM features denote the face landmarks and 8 features
denoting the positional and angular displacement of face. The features are normalized so that
they are independent of subject variability.
Text: We directly used sentiments extracted from the transcription as both features (for feature
fusion) and predicted class value (for classifier fusion). Sentiments are extracted using Stanford
and LingPipe models (D4.3). Additionally, to have only two classes, we mapped the neutral labels
to positive label.
Feature Selection: We used correlation analysis for feature extraction on audio; meaning that
we kept the features which have high absolute correlation with the class label. To select features
from the pool of video features, we applied Relief feature selection algorithm. We applied the
same algorithm also for the concatenation of audio and video features, to be used for feature
fusion. For all the cases we used the top 20 features.
Classification: For the classification, a SVM classifier with linear kernel is used. We searched the
parameter space C = [2!! , 2!! , … , 2! , 2! ] on the validation dataset to obtain the optimal cost
function.
Classifier Fusion: We also used SVM for classifier fusion. Additional to the predicted classes for
audio Pa and video Pv, we also added the confidence of the predicted class to the vector.
Therefore, we have a vector of 5 element (Pa, conf(Pa), Pv, conf(Pv), Pt) for each sample, where
conf(P) is the confidence of the predicted class and Pt is the predicted sentiment from the text.
Cross Validation: A Hold-Out cross validation with 100 iterations has been applied to compare
the methods. At each iteration, 50% of the data are used as training, 25% as validation, and
25% as test. The validation set used to find the best parameter of C, and also to create a SVM
model the fusion.

5.3

Results

Figure 5-1 depicts the error bar for the classification performance of each single modality as well
as fusion of features and classifiers. We analysed the significance by pair-wise one-tail t-test
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(p<0.05). All the fusion techniques yield significant improvement with respect to each single
modality. Between single modalities, audio has the highest significant performance of about
70.46% followed by the sentiments from the text. We have tried both ‘LingPipe’ and ‘Stanford’
models for sentiment extraction. ‘LingPipe’ yields a performance of 58.98% while ‘Stanford’ (as in
the Figure 5-1) performs about 63.89% on average. Classification from only video does not yield
high performance. Feature fusion of audio and video provides 71.94% accuracy and adding
sentiment to the feature fusion yields a significant improvement of 73.98%. Furthermore,
classifier fusion of the three modalities is slightly less than (but not significant) feature fusion
(71.27%).

Also

there

is

no

significance

between

audio+video

feature

fusion

and

audio+video+text classifier fusion. In addition, we found that if we remove the confidence as
features for the classifier fusion, the accuracy degrades non-significantly about 1%.

Figure 5-1) Classification performance (UAR). A: Audio, V: Video, T: Text, F: Feature fusion, C: Classifier
fusion.

5.4

Discussion on multi-modal analysis and future work

In this section we reported some preliminary results on multi-modal sentiment recognition using
an available dataset. The first point is that the performance on video is very low. This could be
due to the variabilities between each video as well as the feature set. We plan to investigate a
better feature selection or generation for this modality. In addition, we will explore different
fusion techniques for both feature and classifier fusion. For example, instead of concatenation of
features, we can use Canonical Correlation Analysis (D4.1-section 3.3.1) to generate new
D4.7 Adaptive Multilingual, Multimodal Fusion for Emotion Recognition

Page 27 of 31

H2020-644632

features based on audios and videos. Finally, the results shed more lights to the fact that using
all modalities yields higher performance.

6

Conclusion

In this deliverable we described several approaches towards multi-modal emotion recognition.
Different feature extraction, classification and fusion schemes were evaluated based on provided
data of a challenge (AV+EC 2015) and from YouTube. The promising results indicate the
effectiveness of the proposed methods. In the next period of the project we will further tune and
improve these methods. In addition, we will extend the methods in order to be adaptive to
different conditions such as speaker gender, age, personality and language. Moreover, we will
investigate the confidence level of the decisions over each modality to adapt the fusion schema
or fusion weighting to new conditions. These fusion schemes could be generalized to emotion
recognition (instead of sentiment) either using categorical labels (e.g., Angry, Happy) or
continuous labels (e.g., continuous Arousal and Valence).
Furthermore, we will integrate these algorithms in the MixedEmotions platform. The two pilots of
the project (Social TV and Call centre) will benefit from fusion of different modalities. Social TV
provides news videos. By extracting the speech segments, transcribing the audio, and analysing
video (such detecting the affective impact of the video using the method introduced in D4.5), we
can perform fusion techniques. Similarly, the Call centre pilot will benefit from fusion of emotion
analysis from speech and speech-to-text transcriptions.
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